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Abstract. Automatic item generation enables a diverse array of ques-
tions to be generated through the use of question templates and randomly-
selected parameters. Such automatic item generators are most useful if
the generated item instances are of either equivalent or predictable diffi-
culty. In this study, we analyzed student performance on over 300 item
generators from four university-level STEM classes collected over a pe-
riod of two years. In most cases, we find that the choice of parameters
fails to significantly affect the problem difficulty.

In our analysis, we found it useful to distinguish parameters that were
drawn from a small number (< 10) of values from those that are drawn
from a large—often continuous—range of values. We observed that values
from smaller ranges were more likely to significantly impact difficulty, as
sometimes they represented different configurations of the problem (e.g.,
upward force vs. downward force). Through manual review of the prob-
lems with significant difficulty variance, we found it was, in general, easy
to understand the source of the variance once the data were presented.
These results suggest that the use of automatic item generation by college
faculty is warranted, because most problems don’t exhibit significant dif-
ficulty variation, and the few that do can be detected through automatic
means and addressed by the faculty member.
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1 Introduction
In classroom settings, computerized assessment offers many advantages com-
pared to paper-based assessment, in both formative and summative assessment.
In both contexts, it enables automatically grading a wide range of problem
types [26], which reduces grading workloads, and provides students with imme-
diate feedback [3], which has been shown to improve learning [22]. In formative
assessment, computerized assessment enables mastery-oriented pedagogies [6,
18] where students can repeat problem types until mastery is demonstrated,
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and it permits assigning different problems to each student to discourage pla-
giarism [23]. In summative assessment, computer-based testing enables more
authentic item types (e.g., programming exams on computers where compilers
and debuggers are available), reduces the overhead of exam administration, es-
pecially for large classes [27] and permits the use of adaptive testing [19].

Many of these applications of computer-based assessment benefit from large
pools of problems. One proposed method of generating a large collection of prob-
lems is automatic item generation (AIG) [13, 17], where item instances (items)
are generated by instantiating parameterizable problem templates with specific
values (see Section 2.1). AIG has been used across a broad range of disciplines [15]
and has proven useful for generating large pools of items.

AIG is most useful, however, if the item instances produced by an item gen-
erator are of similar difficulty, or at minimum of a predictable difficulty. Previous
research has shown that generally there is variation in psychometric properties
of the item instances (items) produced by an item generator (item model), but
that variation tends to be smaller than the variation between generators [1, 2, 7,
11, 12, 24, 10, 16, 20, 21]. There is a growing consensus that calibration should be
done at the level of the item generator, using a multi-level strategy where item
instances are nested within item generator [7, 9, 11, 14, 25].

This previous work, however, has largely focused on questions designed by
psychometricians for standardized testing. For wide spread adoption of AIG
across educational contexts, it is important to understand the extent to which
disciplinary experts that are not experts in test construction can construct AIGs.

In this paper, we study AIG item difficulty variance in an ecologically-valid
higher-education setting where university faculty members have written AIGs
for use in both computerized homework and exams in large-enrollment STEM
courses. We analyze student exam performance across a two-year time period on
a collection of over 300 AIGs. We believe this also represents the largest reported
study of AIGs to date. We describe our experimental data in detail in Section 2.

Our analysis focuses on how the choice of parameters for a given problem
affects its difficulty. Methodologically, we found it necessary to break our anal-
ysis of parameters into two separate groups. In the first group, the number of
unique values of the parameter was small (< 10), which meant that we had suf-
ficiently many samples for each parameter to use the hybrid Fisher’s exact test
to check for significant variation in difficulty between the parameters. The anal-
ysis of these discrete parameters is presented in Section 3. In the other group,
the number of unique parameters was large enough that only a few samples
were available for many of the parameter values, and for some parameters every
student had a unique value. For this continuous parameter group, we used the
Kolmogorov-Smirnov test, as described in Section 4.

In this analysis, we find that the vast majority of the AIGs studied can
be characterized as uniform generators, in that their generated instances are
of equal difficulty (or at least any differences in difficulty are too small to be
detected). In our university-level STEM context, the few non-uniform genera-
tors—where some instances are significantly harder than others—that we found,
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were more frequently due to discrete parameters that represented different “con-
figurations” of the problem. University STEM students may be largely insensitive
to the specific numbers in problems because they are allowed to use calculators.
Our paper makes the following contributions:

1. We demonstrate the utility of using the Kolmogorov-Smirnov test to analyze
the difficulty variance in AIG with many unique parameter values,

2. We provide evidence that faculty that are disciplinary content experts, but
not experts in test construction or psychometrics, are largely capable of
writing AIGs without significant difficulty variation, and

3. We find that once an AIG has been identified as having significant difficulty
variance, it is generally easy to understand the source of the variance. This
suggests that an automated analysis tool could be used by disciplinary fac-
ulty to correct item generators or divide an item generator into a collection
of item generators that each have a stable difficulty.

2 Experimental data
The data was collected at a large R1 university in the US from Fall 2016 to
Summer 2018. The four courses studied are drawn from introductory sequences
in Electrical & Computer Engineering (electronics) and Mechanical Engineering
(statics, dynamics, and solid mechanics). These courses administered a signifi-
cant part of their summative assessments in a Computer-Based Testing Facility
(CBTF) via the PrairieLearn system. With IRB approval we obtained all the
PrairieLearn data collected in the CBTF.

2.1 PrairieLearn and the Computer-Based Testing Facility
In their simplest conception, two components comprise AIGs: a template (or
model) providing the structure of the question and a computation that randomly
parameterizes this template (see Figure 1) [4]. AIGs, however, can be quite
sophisticated, if enabled by the authoring tool. The courses studied in this paper
use the PrairieLearn LMS [26], which permits authors to write an arbitrary piece
of server-side code and use the full power of HTML5/JavaScript to render a
question. This enables questions to not just populate text templates, but also
programmatically generate images (e.g., pictures of beams with forces in different
places) and provide client-side interaction, e.g., providing in-browser CAD tools
for students to design finite-state machines.

PrairieLearn can be used for both online homework and for exams. The data
for this paper was drawn from exams, which we believe—due to their higher

a = random.randint(5, 10)           // random parameter generation
b = random.randint(5, 10)
solution = a + b                         // compute solution from params

Compute the sum:  {{a}} + {{b}}                                 // template

Compute the sum:  9 + 7                               // problem instance

Fig. 1. A simple automatic item generator involving a computation that generates a
pair of random numbers which are used in a template to generate an item instance.
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Course
Number Number Number Number Number Number Number Number of
of item of discrete of continuous of of of of item unique item

generators parameters parameters exams semesters students instances instances

Class A 92 213 69 3 4 1,670 40,496 12,063
Class B 116 243 269 7 4 1,532 31,538 23,353
Class C 93 398 234 6 7 1,473 58,157 46,799
Class D 77 153 269 7 4 940 21,430 18,792

Table 1. The four courses studied have, in aggregate, 378 unique AIGs.

stakes and better security—to be more reliable. The exams in question were
taken in a Computer-Based Testing Facility (CBTF) [27], which is a proctored
physical computer lab where the tests are available. To support classes with hun-
dreds of students with an 85-seat computer lab, CBTF exams are asynchronous;
students can choose when to take their CBTF exam during a 3-day period.
As such, each student’s exam is uniquely generated when they take the exam;
PrairieLearn supports both AIGs for random problem parameterization and ran-
domly selecting from a pool of AIGs for a given slot on the exam. PrairieLearn
exams are not adaptive, so the sub-population receiving any given problem is an
unbiased random sample of the class’s population.

2.2 Detailed data specification
For each class in each semester, we obtained the information of all generated
items in the form (class ID, semester ID, exam ID, generator ID, prob-
lem parameters, student ID, score). The class, semester, exam, genera-
tor, and student IDs are unique identifiers that differentiate between classes,
semesters, exams within a semester (retained across semesters), generators, and
students. The problem parameters are a list of parameter-value pairs used by
the item generator to generate an item. The value of each parameter can be an
integer, a real number, a string, or a container (dictionary or array) containing
further parameters. The score is an integer that is 1 if the student’s submitted
answer was correct and 0 if the submitted answer was incorrect. For questions in
PrairieLearn that allowed multiple attempts, we only extracted the first scored
student submission. Course details can be found in Table 1.

To facilitate the analysis, we performed the two preprocessing steps. First,
we dropped the semester ID to merge data across semesters to obtain the best
statistical power possible. We did not, however, drop exam ID (giving us 432
unique combinations of class ID, exam ID and generator ID) as some AIGs were
used in multiple exams within a semester, and students’ performance on an AIG
might vary across the different exams. Second, we flattened containers (dictio-
naries or arrays) with less than 10 elements to facilitate studying the parameters
in the containers independently. The 10-element cutoff prevents flattening arrays
that contain hundreds of real values. After this flattening, the AIGs had a total
of 1,848 parameters (4.88 parameters/AIG).

Some of these parameters had a small number of discrete values, while other
were drawn from large, often continuous, ranges (e.g., floating-point numbers).
These two classes of parameters required different statistical approaches and
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Parameter value

Score left right Total

0 399 275 674
1 96 250 346
Total 495 525 1,020

Table 2. Example contingency table.

so were analyzed independently. As our AIGs, in general, had both discrete
and continuous parameters, we have chosen to formulate the analysis in terms of
parameters to identify the parameters that have a significant impact on difficulty.

3 Discrete parameters

3.1 Analysis method for discrete parameters
For each unique combination of (class ID, exam ID, generator ID), we first con-
sidered all of the discrete parameters of the item generators. For each discrete
parameter, we computed a 2×n contingency table between the score and the pa-
rameter values, where n is the number of unique values of the parameter. Table 2
shows an example contingency table where n = 2. With the contingency table,
we applied the hybrid Fisher’s exact test to obtain a p-value describing whether
the score is dependent on the parameter values. The hybrid Fisher’s exact test is
a combination of Fisher’s exact test and the chi-squared test. Specifically, a chi-
squared test is performed when Cochran’s rule [8] (no cell has expected counts
less than 1 and more than 80% of the cells have expected counts at least 5) is
satisfied, otherwise Fisher’s exact test is performed. The null hypothesis of the
test states that the score is independent of the parameter values. A small p-value
would indicate that the null hypothesis is not likely true and thus we may want
to reject it.

With the above method, the data resulted in 1,223 contingency tables. Such a
large number of hypothesis tests introduces the multiple testing problem, which
states that running large number of hypothesis tests without correction will
unavoidably end up with rejected null hypotheses (discoveries) that shouldn’t
have been rejected. For example, if we run 1,000 hypothesis tests with α =
0.05, even if all null hypotheses are true, we still expect about 50 (= 1, 000 ×
0.05) of them to be rejected. To address this issue, we employed the Benjamini-
Yekutieli procedure [5] which provides a bound on the percentage of rejected
null hypotheses that shouldn’t have been rejected, regardless of the dependency
structure of these tests.

3.2 Results for discrete parameters
We conducted the hybrid Fisher’s test on the 1,223 contingency tables and ob-
tained the same number of p-values. We sorted the p-values from the smallest
to the largest and plotted them in this sorted order in Figure 2. The way the
Benjamini-Yekutieli procedure works is that it draws a line passing through the
origin with slope α/(NHN ) where N is the number of hypothesis tests to be per-
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Fig. 2. Distribution of p-values for small parameters (log-log).

Discrete Continuous Combined

Parameter type

0.0

0.5

1.0

1.5

2.0

2.5

N
o
n

-u
n

if
o
rm

p
a
ra

m
et

er
fr

a
ct

io
n

/
%

(a)

Discrete Continuous Combined

Parameter type

0

20

40

60

80

100

A
v
er

a
g
e

m
a
x
im

u
m

d
iff

er
en

ce
in

co
rr

ec
t

ra
te

/
%

(b)

Fig. 3. (a) The non-uniform parameter fraction for each parameter type. (b) The aver-
age maximum difference in correct rate for parameters that we detected as non-uniform.

formed and HN is the partial sum of the first N terms in the harmonic series.
The Benjamini-Yekutieli procedure states that the points below this straight line
correspond to significant results where the points above correspond to insignif-
icant results. Figure 2 shows there are 17 points below the line, which suggests
that there are 17 significant cases (that is, 17 discrete parameters causing non-
uniform generators).

With the significant cases identified, we computed the non-uniform parameter
fraction for discrete parameters to be 1.39% (95% CI [0.73, 2.05]), and plotted it
as the first bar of Figure 3a. We also computed the average maximum difference
in correct rate for discrete parameters, which is calculated by iterating over each
non-uniform parameter discovered by discrete parameter analysis, finding the
pair of parameter values that gives the maximum difference in correct rate, and
then averaging this over all non-uniform parameters. The result is 25.97% (95%
CI [21.14, 30.80]), and we plotted it as the first bar of Figure 3b.

3.3 Manual analysis of outliers for discrete parameters
Figure 4a shows one of the seventeen non-uniform AIGs with a problematic dis-
crete parameter. This AIG asked students to find either the x or y component
of the velocity of a particle, given its speed, a description of its path, and its
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Fig. 4. (a) A non-uniform AIG with a problematic discrete parameter. (b) Percent
correct as a function of a two-valued parameter.

direction—either “left” or “right”—along this path. Figure 4b shows that stu-
dents are significantly more likely to answer the item generator incorrectly when
the direction of motion is “left.” This result is easily explained by noting that
a common mistake is neglecting to flip the sign of the velocity—from positive
to negative—when the particle is moving to the left. Post-hoc analysis verified
this hypothesis. As shown in Figure 4b, percent incorrect was originally 80.6%
for left and 52.4% for right. If we treat all cases in which students made a sign
error as correct, then these results become 53.0% for left and 50.3% for right—
in other words, the significant variation disappears. Difficulty variation in the
sixteen other non-uniform generators could be similarly explained.

4 Continuous parameters

4.1 Analysis method for continuous parameters

Similar to the discrete parameter case, we considered the continuous parameters
for each unique combination of (class ID, exam ID, problem ID). We excluded any
string– or container–valued parameters from the analysis. For each parameter,
we grouped the parameter values based on the corresponding score. This divides
parameter values into two groups (those answered correctly and those answered
incorrectly). We then applied the Kolmogorov-Smirnov test to the two groups
of parameter values to examine if the two groups of parameter values are likely
to be drawn from the same distribution. If the p-value from the Kolmogorov-
Smirnov test is small, then it is likely that the two groups of parameter values
are from different distributions, which indicates that this particular parameter
can alter the difficulty of the item generated.

With the above method, the data resulted in 947 hypotheses tests to be
performed. We again applied the Benjamini-Yekutieli procedure to resolve the
multiple testing problem as in the discrete parameter case.
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Fig. 5. Distribution of p-values for continuous parameters, log log version.

4.2 Results for continuous parameters

We again plotted the sorted p-values against the index and the straight line used
by the Benjamini-Yekutieli procedure in Figure 5. As the figure shows, there are
4 points below the line, which indicates that there are 4 significant cases (that
is, 4 continuous parameters producing non-uniform generators).

Similarly to the discrete parameter case, we computed the non-uniform pa-
rameter fraction for continuous parameters to be 0.42% (95% CI [0.01, 0.84]),
and plotted it as the second bar of Figure 3a. We also computed the average
maximum difference in correct rate by treating the continuous parameters as dis-
crete and using the procedure in Section 3.2, to obtain 51.37% (95% CI [15.21,
87.53]), and we plotted this as the second bar of Figure 3b.

With the number of significant cases computed for both discrete and con-
tinuous parameters, we performed a t-test to examine if there is a difference in
non-uniform parameter fraction for these two types of parameters. The p-value
for this test is 0.0146, which indicates that there is a statistically significant
difference in the probability of a discrete parameter producing a non-uniform
generator versus the probability of a continuous parameter doing so. We also
performed a t-test on the average maximum difference in correct rate between
the two types of parameters, and the p-value is 0.1093, which suggests that there
isn’t enough evidence to conclude that one type of parameter is more damaging
to fairness than the other.

To understand the overall behavior of parameters, we also computed the non-
uniform parameter fraction for the two types of parameters combined, which is
0.97% (95% CI [0.56, 1.38]). We plotted it as the third bar of Figure 3a. We
also computed the average maximum difference in correct rate for both type of
parameters combined, which is 30.81% (95% CI [23.58, 38.04]). We plotted it as
the third bar of Figure 3b. In total, there were 20 non-uniform generators (17
discrete and 4 continuous non-uniform parameters, with two of them appearing
on a single generator).
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Fig. 6. (a) One of the non-uniform AIGs we found where a continuous parameter
significantly affects difficulty. (b) Percent correct as it varies with this continuous
parameter—note the change in difficulty between positive and negative values.

4.3 Manual analysis of outliers for continuous parameters
Figure 6a shows one of the four non-uniform AIGs with a problematic continuous
parameter. This generator asked students to find the polar coordinates (r, θ) of a
point, given its Cartesian coordinates (x, y). Figure 6b shows, in particular, that
students are significantly more likely to answer this AIG correctly when x > 0.
This result is easily explained by noting that θ must be computed with an arc-
tangent and that a common mistake is not to use the four-quadrant arc-tangent
function. The arc-tangent and the four-quadrant arc-tangent are the same for
precisely those points for which x > 0. Post-hoc analysis verified this hypothesis.
As shown in Figure 6b, percent incorrect was originally 32.8% when x < 0 and
16.8% when x > 0. If we treat all cases in which students used the arc-tangent
instead of the four-quadrant arc-tangent as correct, then these results become
20.8% when x < 0 and 16.8% when x > 0—in other words, the significant
variation disappears. The continuous parameter variation in difficulty indicated
by our analysis in the other three item generators can be similarly explained.

5 Limitations
There are three limitations in the current work. The first limitation is that
the continuous parameter analysis only considered parameters with numerical
values. This was done so that there was a natural ordering of parameter values,
which is necessary for the Kolmogorov-Smirnov test to be applied (the K-S test
needs to construct a cumulative density function). For parameters that have
string-valued or complex-object-valued parameters, it is not immediately clear
how to apply our analysis framework. We note, however, that our analysis of
discrete parameters does not suffer from this issue.

The second limitation concerns the interactions of parameters. Both the hy-
brid Fisher’s exact test and the Kolmogorov-Smirnov test can only handle a
variable with a single dimension, so they are not applicable to multi-dimensional
variables. This can fail to capture interesting interactions between parameters
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that could make the item instance easier or harder. For example, suppose an
item generator has two parameters, which give coordinates in the typical Carte-
sian coordinate system. It is entirely possible that item instances with points
in the first and third quadrants are harder while those with points in the sec-
ond and forth quadrants are easier. None of the methods that focus on a single
parameter at a time would be able to capture this difference. The only way to
discover this kind of interaction would be to apply methods that can handle
multi-dimensional data. Unfortunately, the increase of dimensions can result in
the curse of dimensionality, since the increase of dimensionality means that more
data points are necessary for any method to draw a solid conclusion. This would
be an interesting direction for future research.

The third limitation relates to the study’s generalizability. Since the data is
collected in introductory engineering courses at an R1 institution in the US, it
is unclear how well these results apply to K-12 education and other institution
types in other countries. It is also unclear how applicable these results are to non-
STEM disciplines, as the questions in the courses studied were highly numerical.

6 Conclusion

Of the 378 AIGs that we studied, we found only 20 of them (5.3%) to have pa-
rameters that led to statistically significant difficulty variation. From this study,
we conclude that there is reason to be cautiously optimistic about the potential
for university STEM faculty to author uniform AIGs. We believe that AIGs have
the potential to improve the efficiency and effectiveness of many educational con-
texts, and this result suggests that instructors can be trusted to develop AIGs.

Furthermore, we found that the source of the variation of non-uniform AIGs
was frequently very easy to comprehend when the parameter that led to the
variance was identified. This suggests to us that an automated analysis run after
every exam, much in the way that standard psychometrics tests are run, can be
used to bring problematic generators to the faculty member’s attention. All of
the instances we observed could be fixed by one of three methods: (1) removing
a particularly problematic parameter value (e.g., 0), (2) splitting the generator
into multiple generators (e.g., one for quadrants 1 and 2 and the other for 3 and
4), or (3) shifting the range of a given parameter. We did have one generator
that required a few hours to track down the source of the difficulty variance, and
it came down to an incorrect problem solving strategy working for part of the
parameter range and not for the rest; this could be addressed by excluding the
problematic part of the range from the question.

Finally, we observed that discrete parameters were more likely to be the
cause of non-uniform generators than continuous parameters. One hypothesis
for this observation is that, in the engineering problems we studied, the continu-
ous parameters often represented the real-numbered values of forces or voltages
or distances. Our students generally use calculators when working with these
numbers and the equations necessary to solve the problems, making the precise
numerical values less important in determining question difficulty.
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